








[edit firewall]
set policer mypolicer if-exceeding bandwidth-limit 500m

6. Specify the maximum size permitted for bursts of data that exceed the given
bandwidth limit for this policer.

[edit firewall policer]
set mypolicer if-exceeding burst-size-limit 33553920

7. Discard traffic that exceeds the rate limits for this policer.

[edit firewall policer]
set mypolicer then discard

8. To reference the policer, configure a filter term that includes the policer action:

[edit firewall]
user@switch# set family anyfilter myfilter term t1 then policer mypolicer

9. Apply the filter to the lsp.

[edit protocols mpls]
set label-switched-path lsp_to_pe2_ge1 policing filter myfilter

Related Topics ■ Configuring MPLS on Provider Edge Switches (CLI Procedure)

■ Assigning CoS Components to Interfaces (CLI Procedure)

■ Configuring Policers to Control Traffic Rates (CLI Procedure)

■ Understanding the Use of Policers in Firewall Filters

Published: 2009-11-12

2 ■ Configuring CoS on MPLS with Circuit Cross-Connect (CLI Procedure)



Configuring CoS on Provider Switches of an MPLS Network (CLI Procedure)

You can add cost of service (CoS) to your MPLS networks on EX Series switches to
achieve end-to-end Differentiated Services to match your specific business
requirements. The configuration of CoS components on the provider switches is not
affected by the configuration of the provider edge (PE) switches.

The default EXP classifier and the EXP default rewrite rule are enabled by default on
EX Series switches. You can choose to define a custom EXP classifier and a custom
EXP rewrite rule to over-ride the default values. However, the switch supports only
one type of EXP classifer and only EXP rewrite rule. It applies the default or custom
EXP classifier globally to all the MPLS-enabled interfaces on the switch, and applies
the default or custom rewrite rule to all the MPLS-enabled egress interfaces.

You should configure a scheduler to appropriately handle the packets for additional
classes. The schedulers for using CoS with MPLS are the same as they are for other
CoS configurations on EX Series switches. Default schedulers are provided for
best-effort and network-control forwarding classes. If you are using assured-forwarding,
expedited-forwarding, or other custom forwarding classes, you must configure a
scheduler to support the forwarding class. This procedure specifies a rewrite rule for
assured-forwarding. Therefore, it includes a scheduler to support that class.

1. Configure the EXP classifier table:

[edit class-of-service]
user@switch# set classifiers exp exp1 import default

2. Configure the custom EXP rewrite table:

[edit class-of-service]
user@switch# set rewrite-rules exp e1 forwarding-class assured-forwarding
loss-priority low code-point 011

3. Create a scheduler (be-sched) with low priority:

[edit class-of-service schedulers]
user@switch# set exp-sched priority high

4. Configure a scheduler map (exp-map) that associates the scheduler (exp-sched)
with the forwarding class (assured-forwarding):

[edit class-of-service scheduler-maps]
user@switch# set exp-map forwarding-class assured-forwarding scheduler
exp-sched

5. Assign the scheduler map (exp-map) to all the Gigabit Ethernet interfaces using
wild cards (ge-*):

[edit class-of-service interfaces]
user@switch# set ge-* scheduler-map exp-map
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Related Topics ■ Example: Configuring CoS on EX Series Switches
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bandwidth

Syntax bandwidth bps {
}

Hierarchy Level [edit protocols mpls],
[edit protocols mpls label-switched-path lsp-name],
[edit protocols mpls label-switched-path lsp-name fast-reroute],

Release Information Statement introduced in JUNOS Release 10.1 for EX Series Switches

Description When configuring an LSP, specify the traffic rate associated with the LSP.

When configuring fast reroute, allocate bandwidth for the reroute path. By default,
no bandwidth is reserved for the rerouted path. The fast reroute bandwidth does not
need to be identical to that allocated for the LSP itself.

Options bps—Bandwidth, in bits per second. You can specify this as an integer value. You
can also use the abbreviations k (for a thousand), m (for a million), or g (for a
billion).
Range:  Any positive integer
Default:  0 (no bandwidth is reserved)
Range:  Any positive integer
Default:  0 (no bandwidth is reserved)

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics
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bandwidth-percent

Syntax bandwidth-percent percentage;

Hierarchy Level [edit protocols mpls label-switched-path lsp-name fast-reroute]

Release Information Statement introduced in JUNOS Release 10.1 for EX Series switches.

Description Configure the percentage of bandwidth to reserve for the detour path in case the
primary path for a traffic-engineered LSP fails. The percentage configured indicates
the percentage of the protected path’s bandwidth that is reserved for the detour path.

Options percentage—Percentage of the protected path’s bandwidth that is reserved for the
detour path.

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics ■ Configuring Fast Reroute for an MPLS Network (CLI Procedure)

Published: 2009-11-02
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fast-reroute

Syntax fast-reroute {
(bandwidth bps | bandwidth-percent percentage);
(exclude  [ group-names ] | no-exclude );
hop-limit number;
(include-all [ group-names ] | no-include-all);
(include-any [ group-names ] | no-include-any);

}

Hierarchy Level [edit protocols mpls label-switched-path lsp-name]

Release Information Statement introduced in JUNOS Release 10.1 for EX Series switches.

Description Establish detours for the LSP so that if a node or link in the LSP fails, the traffic on
the LSP can be rerouted with minimal packet loss.

Options The statements are explained separately.

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics ■
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hop-limit

Syntax hop-limit number;

Hierarchy Level [edit protocols mpls],
[edit protocols mpls label-switched-path lsp-name],
[edit protocols mpls label-switched-path lsp-name fast-reroute],
[edit protocols mpls label-switched-path lsp-name (primary | secondary) path-name]

Release Information Statement introduced in JUNOS Release 10.1 for EX Series switches.

Description Hop-limit constraints define how many more switches a detour is allowed to traverse
compared with the LSP itself. By default, the hop limit is set to 6. For example, if an
LSP traverses 4 switches, any detour for the LSP can be up to 10 (that is, 4 + 6)
switch hops, including the ingress and egress provider edge switches.

Options number—Maximum number of hops.
Range:  2 through 255 (for an LSP); 0 through 255 (for fast reroute)
Default:  255 (for an LSP); 6 (for fast reroute)

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics ■ Configuring Fast Reroute for an MPLS Network (CLI Procedure)

Published: 2009-11-02

hop-limit ■ 1



loss-priority

Syntax loss-priority level {
code-points [ aliases ] [ 6–bit-patterns | 3–bit-patterns ];

}

Hierarchy Level [edit class-of-service classifiers (dscp | ieee-802.1 | inet-precedence |exp) classifier-name
forwarding-class class-name],

[edit class-of-service rewrite-rules (dscp | ieee-802.1 | inet-precedence | exp) rewrite-name
forwarding-class class-name]

Release Information Statement introduced in JUNOS Release 9.0 for EX Series switches.
Statement expanded to apply to EXP classifiers in JUNOS Release 10.1 for EX Series
Switches.

Description Specify packet loss priority value for a specific set of code-point aliases and bit
patterns.

Options level —Can be one of the following:

■ high—Packet has high loss priority.

■ low—Packet has low loss priority.

The remaining statement is explained separately.

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics ■ Example: Configuring CoS on EX Series Switches

■ Defining CoS Classifiers (CLI Procedure) or Defining CoS Classifiers (J-Web
Procedure)

■ Defining CoS Rewrite Rules (CLI Procedure) or Defining CoS Rewrite Rules (J-Web
Procedure)

■ Understanding CoS Classifiers

■ Understanding CoS Rewrite Rules
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policer

Syntax policer policer-name {
filter-specific;
if-exceeding {

bandwidth-limit bps;
burst-size-limit bytes;

}
then {

policer-action;
}

}

Hierarchy Level [edit firewall]

Release Information Statement introduced in JUNOS Release 9.0 for EX Series switches.

Description Configure policer rate limits and actions. To activate a policer, you must include the
policer action modifier in the then statement in a firewall filter term. Each policer
that you configure includes an implicit counter. To ensure term-specific packet counts,
you configure a policer for each term in the filter that requires policing.

Options policer-name—Name that identifies the policer. The name can contain letters, numbers,
hyphens (-), and can be up to 64 characters long.

The remaining statements are explained separately.

Required Privilege Level firewall—To view this statement in the configuration.
firewall-control—To add this statement to the configuration.

Related Topics ■ Example: Configuring Firewall Filters for Port, VLAN, and Router Traffic on EX
Series Switches

■ Configuring Policers to Control Traffic Rates (CLI Procedure)

■ Configuring Firewall Filters (CLI Procedure)

■ Configuring Firewall Filters (J-Web Procedure)

■ Understanding the Use of Policers in Firewall Filters

Published: 2009-11-02
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policing

Syntax policing (filter filter-name | no-automatic-policing);
}

Hierarchy Level [edit protocols mpls label-switched-path lsp-name]

Release Information Statement introduced in JUNOS Release 10.1 for EX Series switches.

Description Apply a rate-limiting policer as the specified policing filter to the LSP.

Options filter filter-name—Specify the name of the policing filter.

no-automatic-policing—Disable automatic policing on this LSP.

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics ■ policer

■ Configuring Policers to Control Traffic Rates (CLI Procedure)

■ Configuring CoS on Provider Edge Switches of an MPLS Network (CLI Procedure)

Published: 2009-11-02
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rewrite-rules

Syntax rewrite-rules {
(dscp | exp |ieee-802.1 | inet-precedence ) rewrite-name {

import ( default | rewrite-name);
forwarding-class class-name {

loss-priority level code-point (alias | bits);
}

}
}

Hierarchy Level [edit class-of-service]

Release Information Statement introduced in JUNOS Release 9.0 for EX Series switches.
Statement introduced for use with global EXP classifiers in JUNOS Release 10.1 for
EX Series switches.

Description Specify a rewrite-rules mapping for the traffic that passes through all queues on the
interface.

The remaining statements are explained separately.

Required Privilege Level routing—To view this statement in the configuration.
routing-control—To add this statement to the configuration.

Related Topics ■ Example: Configuring CoS on EX Series Switches

■ Example: Configuring CoS on EX Series Switches

■ Defining CoS Rewrite Rules (CLI Procedure) or Defining CoS Rewrite Rules (J-Web
Procedure)

■ Understanding CoS Rewrite Rules

■ Understanding Using CoS with MPLS Networks on EX Series Switches

Published: 2009-11-12
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show class-of-service

Syntax show class-of-service

Release Information Command introduced in JUNOS Release 9.0 for EX Series switches.
EXP classifiers added in JUNOS Release 10.1 for EX Series switches.

Description Display the class of service (CoS) information.

Required Privilege Level view

Related Topics ■ Example: Combining CoS with MPLS on EX Series Switches

■ Monitoring CoS Value Aliases

■ Monitoring CoS Classifiers

■ Monitoring CoS Forwarding Classes

■ Monitoring CoS Scheduler Maps

■ Monitoring CoS Rewrite Rules

List of Sample Output show class-of- service on page 2
show class-of-service rewrite-rule on page 4

Output Fields Table 1 lists the output fields for the show class-of-service command. Output fields
are listed in the approximate order in which they appear.

Table 1: show class-of-service Output Fields

Level of OutputField DescriptionField Name

All levelsThe forwarding class configuration:

■ Forwarding class—Name of the forwarding class.

■ ID—Forwarding class ID.

■ Queue—Queue number.

Forwarding class

All levelsThe type of code-point alias:

■ dscp—Aliases for DiffServ code point (DSCP) values.

■ ieee–802.1—Aliases for IEEE 802.1p values.

■ inet-precedence—Aliases for IP precedence values.

■ exp—Aliases for experimental (EXP) values.

Code point type

All levelsNames given to CoS values.Alias

All levelsSet of bits associated with an alias.Bit pattern

All levelsName of the classifier.Classifier

All levelsCode-point values.Code point

All levelsLoss priority assigned to specific CoS values and aliases of the classifier.Loss priority
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Table 1: show class-of-service Output Fields (continued)

Level of OutputField DescriptionField Name

All levelsName of the rewrite-rule.Rewrite rule

All levelsName of the drop profile.Drop profile

All levelsType of drop profile. EX Series switches support only the discrete type of
drop-profile.

Type

All levelsPercentage of queue buffer fullness of high packets after which high packets
are dropped.

Fill level

All levelsName of the scheduler.Scheduler

All levelsTransmission rate of the scheduler.Transmit rate

All levelsDelay buffer size in the queue.Buffer size

All levelsDrop profiles configured for the specified scheduler.Drop profiles

All levelsTransport protocol corresponding to the drop profile.Protocol

All levelsName of the drop profile.Name

All levelsNumber of queues that can be configured on the interface.Queues supported

All levelsNumber of queues currently configured.Queues in use

All levelsName of the physical interface.Physical interface

All levelsName of the scheduler map.Scheduler map

All levelsInternal index of a specific object.Index

show class-of- service user@switch> show class-of-service
Forwarding class                       ID      Queue  
  best-effort                           0       0     

show class-of- service

  expedited-forwarding                  1       5     
  assured-forwarding                    2       1     
  network-control                       3       7     

Code point type: dscp
  Alias              Bit pattern
  af11               001010
  af12               001100
  ...                ...

Code point type: ieee-802.1
  Alias              Bit pattern
  af11               010
  ...                ...

Code point type: inet-precedence
  Alias              Bit pattern
  af11               001
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  ...                ...      

Classifier: dscp-default, Code point type: dscp, Index: 7
  Code point         Forwarding class                    Loss priority
  000000             best-effort                         low
  000001             best-effort                         low
  ...                ...                                 ...          

Classifier: ieee8021p-default, Code point type: ieee-802.1, Index: 11
  Code point         Forwarding class                    Loss priority
  000                best-effort                         low
  001                best-effort                         low
  010                best-effort                         low
  011                best-effort                         low
  100                best-effort                         low
  101                best-effort                         low
  110                network-control                     low
  111                network-control                     low

Classifier: ipprec-default, Code point type: inet-precedence, Index: 12
  Code point         Forwarding class                    Loss priority
  000                best-effort                         low
  001                best-effort                         low
  010                best-effort                         low
  011                best-effort                         low
  100                best-effort                         low
  101                best-effort                         low
  110                network-control                     low
  111                network-control                     low

Classifier: ieee8021p-untrust, Code point type: ieee-802.1, Index: 16
  Code point         Forwarding class                    Loss priority
  000                best-effort                         low
  001                best-effort                         low
  010                best-effort                         low
  011                best-effort                         low
  100                best-effort                         low
  101                best-effort                         low
  110                best-effort                         low
  111                best-effort                         low

Rewrite rule: dscp-default, Code point type: dscp, Index: 27
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000000
  best-effort                         high                000000
  expedited-forwarding                low                 101110
  expedited-forwarding                high                101110
  assured-forwarding                  low                 001010
  assured-forwarding                  high                001100
  network-control                     low                 110000
  network-control                     high                111000

Rewrite rule: ieee8021p-default, Code point type: ieee-802.1, Index: 30
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000
  best-effort                         high                001
  expedited-forwarding                low                 100
  expedited-forwarding                high                101
  assured-forwarding                  low                 010
  assured-forwarding                  high                011
  network-control                     low                 110
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  network-control                     high                111

Rewrite rule: ipprec-default, Code point type: inet-precedence, Index: 31
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000
  best-effort                         high                000
  expedited-forwarding                low                 101
  expedited-forwarding                high                101
  assured-forwarding                  low                 001
  assured-forwarding                  high                001
  network-control                     low                 110
  network-control                     high                111

Drop profile:<default-drop-profile>, Type: discrete, Index: 1
  Fill level    
         100

Scheduler map: <default>, Index: 2

  Scheduler: <default-be>, Forwarding class: best-effort, Index: 20
    Transmit rate: 95 percent, Rate Limit: none, Buffer size: 95 percent,
    Priority: low
    Drop profiles:
      Loss priority   Protocol    Index    Name
      High            non-TCP         1    <default-drop-profile>
      High            TCP             1    <default-drop-profile>

  Scheduler: <default-nc>, Forwarding class: network-control, Index: 22
    Transmit rate: 5 percent, Rate Limit: none, Buffer size: 5 percent,
    Priority: low
    Drop profiles:
      Loss priority   Protocol    Index    Name
      High            non-TCP         1    <default-drop-profile>
      High            TCP             1    <default-drop-profile>

Physical interface: ge-0/0/0, Index: 129
Queues supported: 8, Queues in use: 4
  Scheduler map: <default>, Index: 2

Physical interface: ge-0/0/1, Index: 130
Queues supported: 8, Queues in use: 4
  Scheduler map: <default>, Index: 2

...             ...              ...

Fabric priority: low 
  Scheduler: <default-fabric>, Index: 23
    Drop profiles:
      Loss priority   Protocol    Index    Name
      High            non-TCP         1    <default-drop-profile>
      High            TCP             1    <default-drop-profile>

Fabric priority: high
  Scheduler: <default-fabric>, Index: 23
    Drop profiles:
      Loss priority   Protocol    Index    Name
      High            non-TCP         1    <default-drop-profile>
      High            TCP             1    <default-drop-profile>

show class-of-service
rewrite-rule

user@switch> show class-of-service rewrite-rule
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Rewrite rule: dscp-default, Code point type: dscp, Index: 31
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000000
  best-effort                         high                000000
  expedited-forwarding                low                 101110
  expedited-forwarding                high                101110
  fw-class                            low                 001010
  fw-class                            high                001100
  network-control                     low                 110000
  network-control                     high                111000

Rewrite rule: exp-default, Code point type: exp, Index: 33
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000
  best-effort                         high                001
  expedited-forwarding                low                 010
  expedited-forwarding                high                011
  fw-class                            low                 100
  fw-class                            high                101
  network-control                     low                 110
  network-control                     high                111

Rewrite rule: ieee8021p-default, Code point type: ieee-802.1, Index: 34
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000
  best-effort                         high                001
  expedited-forwarding                low                 010
  expedited-forwarding                high                011
  fw-class                            low                 100
  fw-class                            high                101
  network-control                     low                 110
  network-control                     high                111

Rewrite rule: ipprec-default, Code point type: inet-precedence, Index: 35
  Forwarding class                    Loss priority       Code point
  best-effort                         low                 000
  best-effort                         high                000
  expedited-forwarding                low                 101
  expedited-forwarding                high                101
  fw-class                            low                 001
  fw-class                            high                001
  network-control                     low                 110
  network-control                     high                111

Published: 2009-11-02
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Firewall Filters—Overview

■ Firewall Filters for EX Series Switches Overview on page 3

■ Understanding Planning of Firewall Filters on page 6

■ Firewall Filter Match Conditions and Actions for EX Series Switches on page 8

Firewall Filters for EX Series Switches Overview

Firewall filters provide rules that define whether to permit, deny, or forward packets
that are transiting an interface on a Juniper Networks EX Series Ethernet Switch from
a source address to a destination address. You configure firewall filters to determine
whether to permit, deny, or forward traffic before it enters or exits a port, VLAN, or
Layer 3 (routed) interface to which the firewall filter is applied. An ingress firewall
filter is a filter that is applied to packets that are entering a network. An egress firewall
filter is a filter that is applied to packets that are exiting a network. You can configure
firewall filters to subject packets to filtering, class-of-service (CoS) marking (grouping
similar types of traffic together, and treating each type of traffic as a class with its
own level of service priority), and traffic policing (controlling the maximum rate of
traffic sent or received on an interface).

■ Firewall Filter Types on page 3

■ Firewall Filter Components on page 4

■ Firewall Filter Processing on page 4

Firewall Filter Types

The following firewall filter types are supported for EX Series switches:

■ Port (Layer 2) firewall filter—Port firewall filters apply to Layer 2 switch ports.
You can apply port firewall filters in both ingress and egress directions on a
physical port.

■ VLAN firewall filter—VLAN firewall filters provide access control for packets that
enter a VLAN, are bridged within a VLAN, and leave a VLAN. You can apply VLAN
firewall filters in both ingress and egress directions on a VLAN. VLAN firewall
filters are applied to all packets that are forwarded to or forwarded from the
VLAN.

■ Router (Layer 3) firewall filter—You can apply a router firewall filter in both
ingress and egress directions on Layer 3 (routed) interfaces and routed VLAN
interfaces (RVIs). You can apply a router firewall filter in the ingress direction
on the loopback interface (lo0) also.
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NOTE: Firewall filters configured on loopback interfaces are applied to packets
transiting network interfaces only; they are not applied to packets transiting the
management interface (me0).

On Juniper Networks EX3200 and EX4200 Ethernet switches, you can apply a
router firewall filter to both IPv4 and IPv6 traffic. On Juniper Networks EX2200
and EX8200 Ethernet switches, you can apply a router firewall filter to IPv4
traffic only.

To apply a firewall filter, you must:

1. Configure the firewall filter.

2. Apply the firewall filter to a port, VLAN, or Layer 3 interface.

Firewall Filter Components

In a firewall filter, you first define the family address type, (ethernet-switching, inet,
or inet6), and then you define one or more terms that specify the filtering criteria
and the action to take if a match occurs.

Each term consists of the following components:

■ Match conditions—Specifies the values or fields that the packet must contain.
You can define various match conditions, including the IP source address field,
IP destination address field, Transmission Control Protocol (TCP) or User
Datagram Protocol (UDP) source port field, IP protocol field, Internet Control
Message Protocol (ICMP) packet type, TCP flags, and interfaces.

■ Action—Specifies what to do if a packet matches the match conditions. Possible
actions are to accept or discard the packet or to send the packet to a specific
virtual routing interface. In addition, packets can be counted to collect statistical
information. If no action is specified for a term, the default action is to accept
the packet.

NOTE: For EX2200 switches, the maximum number of terms allowed per firewall
filter is 512. For EX3200 and EX4200 switches, the maximum number of terms
allowed per firewall filter is 2048. For EX8200 switches, the maximum number of
terms allowed per firewall filter is 32768. If you attempt to configure a firewall filter
that exceeds these limits, the switch returns an error message when you commit the
configuration.

Firewall Filter Processing

The order of the terms within a firewall filter configuration is important. Packets are
tested against each term in the order in which the terms are listed in the firewall
filter configuration. When a firewall filter contains multiple terms, the switch takes
a top-down approach and compares a packet against the first term in the firewall
filter. If the packet matches the first term, the switch executes the action defined by
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that term to either permit or deny the packet, and no other terms are evaluated. If
the switch does not find a match between the packet and first term, it compares the
packet to the next term in the firewall filter by using the same match process. If no
match occurs between the packet and the second term, the switch continues to
compare the packet to each successive term defined in the firewall filter until a match
is found. If a packet does not match any terms in a firewall filter, the default action
is to discard the packet.

Related Topics ■ Understanding Planning of Firewall Filters on page 6

■ Understanding Firewall Filter Processing Points for Bridged and Routed Packets
on EX Series Switches

■ Understanding How Firewall Filters Are Evaluated

■ Understanding Firewall Filter Match Conditions

■ Understanding the Use of Policers in Firewall Filters

■ Understanding Filter-Based Forwarding for EX Series Switches

■ Example: Configuring Firewall Filters for Port, VLAN, and Router Traffic on EX
Series Switches

■ Example: Using Filter-Based Forwarding to Route Application Traffic to a Security
Device on EX Series Switches
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Understanding Planning of Firewall Filters

Before you create a firewall filter and apply it to an interface, determine what you
want the firewall filter to accomplish and how to use its match conditions and actions
to achieve your goals. It is important that you understand how packets are matched
to match conditions, the default and configured actions of the firewall filter, and
proper placement of the firewall filter.

You can configure and apply no more than one firewall filter per port, VLAN, or
router interface, per direction. The following limits apply for the number of firewall
filter terms allowed per filter on various switch models:

■ On EX2200 switches, the number of terms allowed per filter cannot exceed 512.

■ On EX3200 and EX4200 switches, the number of terms allowed per filter cannot
exceed 2048.

■ On EX8200 switches, the number of terms allowed per filter cannot exceed
32768.

In addition, you should try to be conservative in the number of terms (rules) that
you include in each firewall filter because a large number of terms requires longer
processing time during a commit and also can make firewall filter testing and
troubleshooting more difficult. Similarly, applying firewall filters across many switch
and router interfaces can make testing and troubleshooting the rules of those filters
difficult.

Before you configure and apply firewall filters, answer the following questions for
each of those firewall filters:

1. What is the purpose of the firewall filter?

For example, you can use a firewall filter to limit traffic to source and destination
MAC addresses, specific protocols, or certain data rates or to prevent denial of
service (DoS) attacks.

2. What are the appropriate match conditions?

a. Determine the packet header fields that the packet must contain for a match.
Possible fields include:

■ Layer 2 header fields—Source and destination MAC addresses, dot1q
tag, Ethernet type, VLAN

■ Layer 3 header fields—Source and destination IP addresses, protocols,
and IP options (IP precedence, IP fragmentation flags, TTL type)

■ TCP header fields—Source and destination ports and flags

■ ICMP header fields—Packet type and code

b. Determine the port, VLAN, or router interface on which the packet was
received.

3. What are the appropriate actions to take if a match occurs?
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Possible actions to take if a match occurs are accept, discard, and forward to a
routing instance.

4. What additional action modifiers might be required?

Determine if additional actions are required if a packet matches a match
condition; for example, you can specify an action modifier to count, analyze, or
police packets.

5. On what interface should the firewall filter be applied?

Start with the following basic guidelines:

■ If all the packets entering a port need to be exposed to filtering, then use
port firewall filters.

■ If all the packets that are bridged need filtering, then use VLAN firewall filters.

■ If all the packets that are routed need filtering, then use router firewall filters.

Before you choose the interface at which to apply a firewall filter, understand
how that placement can impact traffic flow to other interfaces. In general, apply
a firewall filter that filters on source and destination IP addresses, IP protocols,
or protocol information—such as ICMP message types, and TCP and UDP port
numbers—nearest to the source devices. However, typically apply a firewall filter
that filters only on a source IP address nearest to the destination devices. When
applied too close to the source device, a firewall filter that filters only on a source
IP address could potentially prevent that source device from accessing other
services that are available on the network.

NOTE: Egress firewall filters do not affect the flow of locally generated control packets
from the Routing Engine.

6. In which direction should the firewall filter be applied?

You can apply firewall filters to ports on the switch to filter packets that are
entering a port. You can apply firewall filters to VLANs, and Layer 3 (routed)
interfaces to filter packets that are entering or exiting a VLAN or routed interface.
Typically, you configure different sets of actions for traffic entering an interface
than you configure for traffic exiting an interface.

Related Topics ■ Firewall Filters for EX Series Switches Overview on page 3

■ Understanding the Use of Policers in Firewall Filters

■ Understanding How Firewall Filters Are Evaluated

■ Understanding Filter-Based Forwarding for EX Series Switches

■ Example: Configuring Firewall Filters for Port, VLAN, and Router Traffic on EX
Series Switches

■ Example: Using Filter-Based Forwarding to Route Application Traffic to a Security
Device on EX Series Switches

Understanding Planning of Firewall Filters ■ 7

Chapter 1: Firewall Filters—Overview



Firewall Filter Match Conditions and Actions for EX Series Switches

Each term in a firewall filter consists of match conditions and an action. Match
conditions are the values or fields that a packet must contain. You can define multiple,
single, or no match conditions. If no match conditions are specified for the term, all
packets are matched by default. The action is the action that the switch takes if a
packet matches the match conditions for the specific term. Allowed actions are accept
a packet or discard a packet. In addition, you can specify action modifiers to count,
mirror, rate limit, and classify packets.

For each firewall filter, you define the terms that specify the filtering criteria (match
conditions) to apply to packets and the action for the switch to take if a match occurs.

The string that defines a match condition is called a match statement. Table 1 describes
the match conditions you can specify when configuring a firewall filter.

Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IP destination address field, which is the
address of the final destination node.

For IPv6, specifies the 128-bit address that
is the final destination node address for the
packet. The filter description syntax
supports the text representations for IPv6
addresses as described in RFC 2373, IP
Version6 Addressing Architecture.

destination-address
ip-address

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

Destination media access control (MAC)
address of the packet.

destination-mac-address
mac-address
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

TCP or User Datagram Protocol (UDP)
destination port field. Typically, you specify
this match in conjunction with the protocol
match statement to determine which
protocol is used on the port. In place of the
numeric value, you can specify one of the
following text synonyms (the port numbers
are also listed):

afs (1483), bgp (179), biff (512), bootpc (68),
bootps (67),

cmd (514), cvspserver (2401),

dhcp (67), domain (53),

eklogin (2105), ekshell (2106), exec (512),

finger (79), ftp (21), ftp-data (20),

http (80), https (443),

ident (113), imap (143),

kerberos-sec (88), klogin (543), kpasswd
(761), krb-prop (754), krbupdate (760), kshell
(544),

ldap (389), login (513),

mobileip-agent (434), mobilip-mn (435), msdp
(639),

netbios-dgm (138), netbios-ns (137),
netbios-ssn (139), nfsd (2049), nntp (119),
ntalk (518), ntp (123),

pop3 (110), pptp (1723), printer (515),

radacct (1813),radius (1812), rip (520), rkinit
(2108),

smtp (25), snmp (161), snmptrap (162), snpp
(444), socks (1080), ssh (22), sunrpc (111),
syslog (514),

destination-port number
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

tacacs-ds (65), talk (517), telnet (23), tftp
(69), timed (525),

who (513),

xdmcp (177),

zephyr-clt (2103), zephyr-hm (2104)

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IP destination prefix list field.

You can define a list of IP address prefixes
under a prefix-list alias for frequent use. You
make this definition at the [edit
policy-options] hierarchy level.

destination-prefix-list
prefix-list

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—not
supported

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

The tag field in the Ethernet header. The
tag values can be 1–4095.

dot1q-tag number

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

User-priority field of the tagged Ethernet
packet. User-priority values can be 0–7.

In place of the numeric value, you can
specify one of the following text synonyms
(the field values are also listed):

■ background (1)—Background

■ best-effort (0)—Best effort

■ controlled-load (4)—Controlled load

■ excellent-load (3)—Excellent load

■ network-control (7)—Network control
reserved traffic

■ standard (2)—Standard or Spare

■ video (5)—Video

■ voice (6)—Voice

dot1q-user-priority
number
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

Differentiated Services code point (DSCP).
The DiffServ protocol uses the
type-of-service (ToS) byte in the IP header.
The most significant six bits of this byte
form the DSCP.

You can specify DSCP in hexadecimal,
binary, or decimal form.

In place of the numeric value, you can
specify one of the following text synonyms
(the field values are also listed):

■ ef (46)—as defined in RFC 2598, An
Expedited Forwarding PHB.

■ af11 (10), af12 (12), af13 (14);

af21 (18), af22 (20), af23 (22);

af31 (26), af32 (28), af33 (30);

af41 (34), af42 (36), af43 (38)

These four classes, with three drop
precedences in each class, for a total
of 12 code points, are defined in RFC
2597, Assured Forwarding PHB.

dscp number

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—not
supported.

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

Ethernet type field of a packet. The
EtherType value specifies what protocol is
being transported in the Ethernet frame. In
place of the numeric value, you can specify
one of the following text synonyms:

■ aarp—EtherType value AARP (0x80F3)

■ appletalk—EtherType value AppleTalk
(0x809B)

■ arp—EtherType value ARP (0x0806)

■ ipv4—EtherType value IPv4 (0x0800)

■ ipv6—EtherType value IPv6 (0x08DD)

■ mpls multicast—EtherType value MPLS
multicast (0x8848)

■ mpls unicast—EtherType value MPLS
unicast (0x8847)

■ oam—EtherType value OAM (0x88A8)

■ ppp—EtherType value PPP (0x880B)

■ pppoe-discovery—EtherType value
PPPoE Discovery Stage (0x8863)

■ pppoe-session—EtherType value PPPoE
Session Stage (0x8864)

■ sna—EtherType value SNA (0x80D5)

ether-type [aarp |
appletalk | arp | ipv4 |
ipv6 | mpls—multicast
| mpls-unicast | oam |
ppp | pppoe-discovery |
pppoe-session | sna
|value]
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IP fragmentation flags, specified in symbolic
or hexadecimal formats. You can specify
one of the following options:

dont-fragment (0x4000), more-fragments
(0x2000), or reserved (0x8000)

fragment-flags
fragment-flags

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—VLANs and
Layer 3 interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

ICMP code field. This value or option
provides more specific information than
icmp-type. Because the value’s meaning
depends upon the associated icmp-type, you
must specify icmp-type along with icmp-code.
In place of the numeric value, you can
specify one of the following text synonyms
(the field values are also listed). The options
are grouped by the ICMP type with which
they are associated:

■ parameter-problem—ip-header-bad (0),
required-option-missing (1)

■ redirect—redirect-for-host (1),
redirect-for-network (0),
redirect-for-tos-and-host (3),
redirect-for-tos-and-net (2)

■ time-exceeded—ttl-eq-zero-
during-reassembly (1),
ttl-eq-zero-during-transit (0)

■ unreachable—communication-
prohibited-by-filtering (13),
destination-host-prohibited (10),
destination-host-unknown (7),
destination-network-prohibited (9),
destination-network-unknown (6),
fragmentation-needed (4),
host-precedence-violation (14),
host-unreachable (1),
host-unreachable-for-TOS (12),
network-unreachable (0),
network-unreachable-for-TOS (11),
port-unreachable (3),
precedence-cutoff-in-effect (15),
protocol-unreachable (2),
source-host-isolated (8),
source-route-failed (5)

icmp-code number
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

ICMP packet type field. Typically, you
specify this match in conjunction with the
protocol match statement to determine
which protocol is being used on the port.
In place of the numeric value, you can
specify one of the following text synonyms
(the field values are also listed):

echo-reply (0), echo-request (8), info-reply (16),
info-request (15),

mask-request (17), mask-reply (18),
parameter-problem (12),

redirect (5), router-advertisement (9),
router-solicit (10), source-quench (4),

time-exceeded (11), timestamp (13),
timestamp-reply (14), unreachable (3)

icmp-type number

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

Interface on which the packet is received.
You can specify the wildcard character (*)
as part of an interface name.

NOTE: An interface from which a packet is
sent cannot be used as a match condition.

interface interface-name

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—Layer 3
interfaces

■ EX3200 and
EX4200—Layer 3
interfaces

■ EX8200—Layer 3
interfaces

Presence of the options field in the IP
header.

ip-options

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

If the packet is a trailing fragment. This
match condition does not match the first
fragment of a fragmented packet. Use two
terms to match both first and trailing
fragments.

is-fragment
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—not
supported

■ EX3200 and
EX4200—Layer 3
interfaces

■ EX8200—not
supported

■ EX2200—not
supported

■ EX3200 and
EX4200—Layer 3
interfaces

■ EX8200—not
supported

8-bit protocol field that identifies the type
of header immediately following the IPv6
header. In place of the numeric value, you
can specify one of the following text
synonyms (the field values are also listed):

ah (51), dstops (60), egp (8), esp (50),
fragment (44), gre (47), hop-by-hop (0), icmp
(1), icmpv6 (1), igmp (2), ipip (4), ipv6 (41),
no-next-header (59), ospf (89), pim (103),
routing (43), rsvp (46), sctp (132), tcp (6),
udp (17), or vrrp (112).

next-header bytes

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IP precedence. In place of the numeric
value, you can specify one of the following
text synonyms (the field values are also
listed):

critical-ecp (5), flash (3), flash-override (4),
immediate (2), internet-control (6), net-control
(7), priority (1), or routine (0).

precedence precedence

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IPv4 protocol value. In place of the numeric
value, you can specify one of the following
text synonyms:

egp (8), esp (50), gre (47), icmp (1), igmp (2),
ipip (4),

ospf (89), pim (103), rsvp (46), tcp (6), udp
(17)

protocol list of protocols

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IP source address field, which is the address
of the source node sending the packet. For
IPV6, the source-address field is 128 bits in
length. The filter description syntax
supports the text representations for IPv6
addresses that are described in RFC 2373,
IP Version 6 Addressing Architecture.

source-address
ip-address
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

Source MAC address.source-mac-address
mac-address

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

TCP or UDP source-port field. Typically, you
specify this match in conjunction with the
protocol match statement to determine
which protocol is being used on the port.
In place of the numeric field, you can
specify one of the text synonyms listed
under destination-port.

source-port number

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

IP source prefix list field.

You can define a list of IP address prefixes
under a prefix-list alias for frequent use. You
make this definition at the [edit
policy-options] hierarchy level.

source-prefix-list
prefix-list

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

TCP packets of an established TCP
connection. This condition matches packets
other than the first packet of a connection.
tcp-established is a synonym for the bit
names "(ack | rst)".

tcp-established does not implicitly check
whether the protocol is TCP. To do so,
specify the protocol tcp match condition.

tcp-established
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

One or more TCP flags:

■ bit-name—fin, syn, rst, push, ack,
urgent

■ logical operators—& (logical AND), |
(logical OR), ! (negation)

■ numerical value—0x01 through 0x20

■ text synonym—tcp-initial

To specify multiple flags, use logical
operators.

tcp-flags [flags
tcp-initial]

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—ports,
VLANs, and Layer 3
interfaces

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—ports,
VLANs, and Layer 3
interfaces

Match the first TCP packet of a connection.
tcp-initial is a synonym for the bit names
"(syn & !ack)".

tcp-initial does not implicitly check whether
the protocol is TCP. To do so, specify the
protocol tcp match condition.

tcp-initial

■ EX2200—not
supported

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—not
supported

■ EX2200—not
supported

■ EX3200 and
EX4200—ports,
VLANs, and Layer 3
interfaces

■ EX8200—not
supported

Differentiated Services code point (DSCP).
The DiffServ protocol uses the
type-of-service (ToS) byte in the IP header.
The most significant six bits of this byte
form the DSCP.

You can specify DSCP in hexadecimal,
binary, or decimal form.

In place of the numeric value, you can
specify one of the following text synonyms
(the field values are also listed):

■ ef (46)—as defined in RFC 2598, An
Expedited Forwarding PHB.

■ af11 (10), af12 (12), af13 (14);

af21 (18), af22 (20), af23 (22);

af31 (26), af32 (28), af33 (30);

af41 (34), af42 (36), af43 (38)

These four classes, with three drop
precedences in each class, for a total
of 12 code points, are defined in RFC
2597, Assured Forwarding PHB.

traffic-class
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Table 1: Supported Match Conditions for Firewall Filters on EX Series Switches (continued)

Supported Platforms and Bind Points

DescriptionMatch Condition EgressIngress

■ EX2200—not
supported

■ EX3200 and
EX4200—not
supported

■ EX8200—not
supported

■ EX2200—Layer 3
interfaces

■ EX3200 and
EX4200—Layer 3
interfaces

■ EX8200—Layer 3
interfaces

TTL type to match. The value can be 1–255.ttl value

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

■ EX2200—ports and
VLANs

■ EX3200 and
EX4200—ports and
VLANs

■ EX8200—ports and
VLANs

The VLAN that is associated with the packet.vlan [vlan-name |
vlan-id]

Some of the numeric range and bit-field match conditions allow you to specify a text
synonym. For a list of all the synonyms for a match condition, do any of the following:

■ If you are using the J-Web Filters Configuration page, select the synonym from
the appropriate list.

■ If you are using the CLI, type a question mark (?) after the from statement.

To specify the bit-field value to match, you must enclose the values in quotation
marks (" "). For example, a match occurs if the RST bit in the TCP flags field is set:

tcp-flags "rst";

For information about logical operators and how to use bit-field logical operations
to create expressions that are evaluated for matches, see Understanding Firewall
Filter Match Conditions.

All match conditions are applicable to IPv4 traffic.

On EX3200 and EX4200 switches, you can apply match conditions to IPv6 traffic
on Layer 3 interfaces, aggregated Ethernet interfaces, and loopback interfaces. The
following are the match conditions applicable to IPv6 trafic:

■ destination-address

■ destination-port

■ destination-prefix-list

■ icmp-code

■ icmp-type

■ interface
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■ next-header

■ packet-length

■ source-address

■ source-port

■ source-prefix-list

■ tcp-established

■ tcp-flags

■ tcp-initial

■ traffic-class

When you define one or more terms that specify the filtering criteria, you also define
the action to take if the packet matches all criteria. Table 2 shows the actions that
you can specify in a term.

Table 2: Actions for Firewall Filters

Supported Platforms and DirectionDescriptionAction

■ EX2200—ingress and egress

■ EX3200 and EX4200—ingress and
egress

■ EX8200—ingress and egress

■ EX8200—ingress and egress

Accept a packet.accept

■ EX2200—ingress and egress

■ EX3200 and EX4200—ingress and
egress

■ EX8200—ingress and egress

Discard a packet silently without sending an Internet
Control Message Protocol (ICMP) message.

discard

■ EX2200—ingress and egress

■ EX3200 and EX4200—ingress only

■ EX8200—not supported

Discard a packet, and send an ICMPv4 message (type
3) “destination unreachable”. You can log the rejected
packets if you configure the syslog action modifier.

You can specify one of the following message codes:
administratively-prohibited (default), bad-host-tos,
bad-network-tos, host-prohibited, host-unknown,
host-unreachable, network-prohibited, network-unknown,
network-unreachable, port-unreachable, precedence-cutoff,
precedence-violation, protocol-unreachable,
source-host-isolated, source-route-failed, or tcp-reset.

If you specify tcp-reset, a TCP reset is returned if the
packet is a TCP packet. Otherwise nothing is returned.

If you do not specify a message type, the ICMP
notification “destination unreachable” is sent with the
default message “communication administratively
filtered”.

NOTE: reject is not a supported action for IPv6 traffic.

reject message-type
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Table 2: Actions for Firewall Filters  (continued)

Supported Platforms and DirectionDescriptionAction

■ EX2200—ingress and egress

■ EX3200 and EX4200—ingress and
egress

■ EX8200—not supported

Forward matched packets to a virtual routing instance.routing-instance
routing-instance-name

■ EX2200—not supported

■ EX3200 and EX4200—ingress only

■ EX8200—not supported

Forward matched packets to a specific VLAN.

NOTE: vlan is not a supported action for IPv6 traffic.

vlan vlan-name

In addition to the actions, you can specify action modifiers. Table 3 shows the action
modifers that you can specify in a term.

Table 3: Action Modifiers for Firewall Filters

Supported Platforms and DirectionDescriptionAction Modifier

■ EX2200—ingress only

■ EX3200 and EX4200—ingress only

■ EX8200—ingress only

Mirror port traffic to a specified destination port or
VLAN that is connected to a protocol analyzer
application. Mirroring copies all packets seen on one
switch port to a network monitoring connection on
another switch port. The analyzer name must be
configured under [edit ethernet-switching-options
analyzer].

analyzer analyzer-name

■ EX2200—ingress only

NOTE: On EX2200 switches, count is
supported for VLAN firewall filters only.

■ EX3200 and EX4200—ingress and
egress

■ EX8200—not supported

Count the number of packets that pass this filter, term,
or policer.

count counter-name

■ EX2200—ingress and egress

■ EX3200 and EX4200—ingress and
egress

■ EX8200—ingress and egress

Classify the packet in one of the following forwarding
classes:

■ assured-forwarding

■ best-effort

■ expedited-forwarding

■ network-control

forwarding-class class

■ EX2200—not supported

■ EX3200 and EX4200—ingress only

■ EX8200—ingress only

Forward the traffic to the specified interface bypassing
the switching lookup.

NOTE: interface is not a supported action modifier for
IPv6 traffic.

interface interface-name
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Table 3: Action Modifiers for Firewall Filters  (continued)

Supported Platforms and DirectionDescriptionAction Modifier

■ EX2200—ingress only

■ EX3200 and EX4200—ingress only

■ EX8200—not supported

Log the packet's header information in the Routing
Engine. To view this information, issue the show firewall
log command in the CLI.

NOTE: log is not a supported action modifier for IPv6
traffic.

log

■ EX2200—ingress only

■ EX3200 and EX4200—ingress only

■ EX8200—not supported

Set the packet loss priority (PLP).loss-priority (high | low)

■ EX2200—ingress only

■ EX3200 and EX4200—ingress only

■ EX8200—ingress only

Apply rate limits to the traffic.

You can specify a policer for ingress port, VLAN, and
router firewall filters only.

policer policer-name

■ EX2200—ingress only

■ EX3200 and EX4200—ingress only

■ EX8200—not supported

Log an alert for this packet. You can specify that the
log be sent to a server for storage and analysis.

NOTE: syslog is not a supported action modifier for
IPv6 traffic.

syslog

NOTE: On EX Series switches, accept and discard are the only actions supported for
firewall filters applied on loopback interfaces.

Related Topics ■ Firewall Filter Configuration Statements Supported by JUNOS Software for EX
Series Switches

■ Example: Configuring Firewall Filters for Port, VLAN, and Router Traffic on EX
Series Switches

■ Example: Using Filter-Based Forwarding to Route Application Traffic to a Security
Device on EX Series Switches

■ Understanding Firewall Filter Match Conditions

■ Understanding How Firewall Filters Are Evaluated

■ Understanding How Firewall Filters Test a Packet's Protocol

■ Understanding the Use of Policers in Firewall Filters

■ Understanding Filter-Based Forwarding for EX Series Switches
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Configuring Firewall Filters

■ Configuring Firewall Filters (CLI Procedure) on page 21

Configuring Firewall Filters (CLI Procedure)

You configure firewall filters on EX Series switches to control traffic that enters ports
on the switch or enters and exits VLANs on the network and Layer 3 (routed)
interfaces. To configure a firewall filter you must configure the filter and then apply
it to a port, VLAN, or Layer 3 interface.

■ Configuring a Firewall Filter on page 21

■ Applying a Firewall Filter to a Port on a Switch on page 24

■ Applying a Firewall Filter to a VLAN on a Network on page 25

■ Applying a Firewall Filter to a Layer 3 (Routed) Interface on page 25

Configuring a Firewall Filter

To configure a firewall filter:
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1. Configure the family address type for the firewall filter:

■ For a firewall filter that is applied to a port or VLAN, specify the family
address type ethernet-switching to filter Layer 2 (Ethernet) packets and Layer
3 (IP) packets, for example:

[edit firewall]
user@switch# set family ethernet-switching

■ For a firewall filter that is applied to a Layer 3 (routed) interface:

■ To filter IPv4 packets, specify the family address type inet, for example:

[edit firewall]
user@switch# set family inet

■ To filter IPv6 packets, specify the family address type inet6, for example:

[edit firewall]
user@switch# set family inet6

NOTE: You can configure firewall filters for both IPv4 and IPv6 traffic on the same
Layer 3 interface.

2. Specify the filter name:

[edit firewall family ethernet-switching]
user@switch# set filter ingress-port-filter

The filter name can contain letters, numbers, and hyphens (-) and can have a
maximum of 64 characters. Each filter name must be unique.

3. If you want to apply a firewall filter to multiple interfaces and name individual
firewall counters specific to each interface, configure the interface-specific option:

[edit firewall family ethernet-switching filter ingress-port-filter]
user@switch# set interface-specific

4. Specify a term name:

[edit firewall family ethernet-switching filter ingress-port-filter]
user@switch# set term term-one

The term name can contain letters, numbers, and hyphens (-) and can have a
maximum of 64 characters.

A firewall filter can contain one or more terms. Each term name must be unique
within a filter.

22 ■ Configuring a Firewall Filter



NOTE: For EX2200 switches, the maximum number of terms allowed per firewall
filter is 512. For EX3200 and EX4200 switches, the maximum number of terms
allowed per firewall filter is 2048. For EX8200 switches, the maximum number of
terms allowed per firewall filter is 32768. If you attempt to configure a firewall filter
that exceeds these limits, the switch returns an error message when you commit the
configuration.

5. In each firewall filter term, specify the match conditions to use to match
components of a packet.

To specify match conditions to match on packets that contain a specific
source-address and source-port—for example:

[edit firewall family ethernet-switching filter ingress-port-filter term
term-one]
user@switch# set from source-address 192.0.2.14
user@switch# set from source-port 80

You can specify one or more match conditions in a single from statement. For
a match to occur, the packet must match all the conditions in the term.

The from statement is optional, but if included in a term, the from statement
cannot be empty. If you omit the from statement, all packets are considered to
match.

6. In each firewall filter term, specify the actions to take if the packet matches all
the conditions in that term.

You can specify an action and/or action modifiers:

■ To specify a filter action, for example, to discard packets that match the
conditions of the filter term:

[edit firewall family ethernet-switching filter ingress-port-filter term
term-one]
user@switch# set then discard

You can specify no more than one action (accept, discard, or routing-instance)
per filter term.

■ To specify action modifiers, for example, to count and classify packets in a
forwarding class:

[edit firewall family ethernet-switching filter ingress-port-filter term
term-one]
user@switch# set then count counter-one
user@switch# set then forwarding-class expedited-forwarding
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You can specify any of the following action modifiers in a then statement:

■ analyzer analyzer-name—Mirror port traffic to a specified destination port
or VLAN that is connected to a protocol analyzer application. An analyzer
must be configured under the ethernet-switching family address type.
See Configuring Port Mirroring to Analyze Traffic (CLI Procedure).

■ count counter-name—Count the number of packets that pass this filter
term.

NOTE: We recommend that you configure a counter for each term in a firewall filter,
so that you can monitor the number of packets that match the conditions specified
in each filter term.

■ forwarding-class class—Classify packets in a forwarding class.

■ loss-priority priority—Set the priority of dropping a packet.

■ policer policer-name—Apply rate-limiting to the traffic.

If you omit the then statement or do not specify an action, packets that match
all the conditions in the from statement are accepted. However, you must always
explicitly configure an action and/or action modifier in the then statement. You
can include no more than one action statement, but you can use any combination
of action modifiers. For an action or action modifier to take effect, all conditions
in the from statement must match.

NOTE: Implicit discard is also applicable to a firewall filter applied to the loopback
interface, lo0.

Applying a Firewall Filter to a Port on a Switch

To apply a firewall filter to an ingress port on a switch:

1. Specify the interface name and provide a meaningful description of the firewall
filter and the interface to which the filter is applied:

[edit interfaces]
user@switch# set ge-0/0/1 description "filter to limit tcp traffic filter
at trunk port for employee-vlan and voice-vlan applied on the interface"

NOTE: Providing the description is optional.

2. Specify the unit number and family address type for the interface:

[edit interfaces]
user@switch# set ge-0/0/1 unit 0 family ethernet-switching
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For firewall filters that are applied to ports, the family address type must be
ethernet-switching.

3. To apply a firewall filter to filter packets that are entering a port:

[edit interfaces]
user@switch# set ge-0/0/1 unit 0 family ethernet-switching filter input
ingress-port-filter

You cannot apply a firewall filter to filter packets that are exiting ports.

NOTE: You can apply no more than one firewall filter per ingress port.

Applying a Firewall Filter to a VLAN on a Network

To apply a firewall filter to a VLAN:

1. Specify the VLAN name and VLAN ID and provide a meaningful description of
the firewall filter and the VLAN to which the filter is applied:

[edit vlans]
user@switch# set employee-vlan vlan 20 vlan-description "filter to rate
limit traffic applied on employee-vlan"

NOTE: Providing the description is optional.

2. Apply firewall filters to filter packets that are entering or exiting the VLAN:

■ To apply a firewall filter to filter packets that are entering the VLAN:

[edit vlans]
user@switch# set employee-vlan vlan 20 filter input ingress-vlan-filter

■ To apply a firewall filter to filter packets that are exiting the VLAN:

[edit vlans]
user@switch# set employee-vlan vlan 20 filter output egress-vlan-filter

NOTE: You can apply no more than one firewall filter per VLAN, per direction.

Applying a Firewall Filter to a Layer 3 (Routed) Interface

To apply a firewall filter to a Layer 3 (routed) interface on a switch:
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1. Specify the interface name and provide a meaningful description of the firewall
filter and the interface to which the filter is applied:

[edit interfaces]
user@switch# set ge-0/1/0 description "filter to count and monitor
employee-vlan traffic applied on layer 3 interface"

NOTE: Providing the description is optional.

2. Specify the unit number, family address type, and address for the interface:

[edit interfaces]
user@switch# set ge-0/1/0 unit 0 family inet address 10.10.10.1/24

For firewall filters applied to Layer 3 routed interfaces, the family address type
must be inet (for IPv4 traffic) or inet6 (for IPv6 traffic).

3. You can apply firewall filters to filter packets that are entering or exiting a Layer 3
(routed) interface:

■ To apply a firewall filter to filter packets that are entering a Layer 3 interface:

[edit interfaces]
user@switch# set ge-0/1/0 unit 0 family inet address 10.10.10.1/24 filter
input ingress-router-filter

■ To apply a firewall filter to filter packets that are exiting a Layer 3 interface:

[edit interfaces]
user@switch# set ge-0/1/0 unit 0 family inet address 10.10.10.1/24 filter
output egress-router-filter

NOTE: You can apply no more than one firewall filter per Layer 3 interface, per
direction.

Related Topics ■ Configuring Firewall Filters (J-Web Procedure)

■ Example: Configuring Firewall Filters for Port, VLAN, and Router Traffic on EX
Series Switches

■ Example: Using Filter-Based Forwarding to Route Application Traffic to a Security
Device on EX Series Switches

■ Verifying That Firewall Filters Are Operational

■ Monitoring Firewall Filter Traffic

■ Configuring Policers to Control Traffic Rates (CLI Procedure)
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■ Assigning Multifield Classifiers in Firewall Filters to Specify Packet-Forwarding
Behavior (CLI Procedure)

■ Firewall Filter Match Conditions and Actions for EX Series Switches on page 8

■ Firewall Filters for EX Series Switches Overview on page 3
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Understanding Virtual Routing Instances on EX Series Switches

Virtual routing instances allow administrators to divide a Juniper Networks EX Series
Ethernet Switch into multiple independent virtual routers, each with its own routing
table. Splitting a device into many virtual routing instances isolates traffic traveling
across the network without requiring multiple devices to segment the network.

You can use virtual routing instances to isolate customer traffic on your network and
to bind customer-specific instances to customer-owned interfaces.

EX Series switches support up to 252 virtual routing instances. Virtual routing and
forwarding (VRF) is often used in conjunction with Layer 3 subinterfaces, allowing
traffic on a single physical interface to be differentiated and associated with multiple
virtual routers. Each Layer 3 subinterface can be associated with only one routing
instance.

EX Series switches support IPv4 unicast and multicast VRF traffic and IPv6 unicast
VRF traffic.

Related Topics Understanding Layer 3 Subinterfaces■

■ Example: Using Virtual Routing Instances to Route Among VLANs on EX Series
Switches

■ Configuring Virtual Routing Instances (CLI Procedure)

Published: 2009-11-04
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Configuring Virtual Routing Instances (CLI Procedure)

Use virtual routing and forwarding (VRF) to divide an EX Series switch into multiple
virtual routing instances. VRF allows you to isolate traffic traversing the network
without using multiple devices to segment your network. VRF is suppored on all layer
3 interfaces.

Before you begin, make sure to set up your VLANs. See Configuring VLANs for EX
Series Switches (CLI Procedure) or Configuring VLANs for EX Series Switches (J-Web
Procedure).

To configure virtual routing instances:

1. Create a routing instance:

[edit routing-instances]
user@switch# set routing-instance-name instance-type virtual-router

NOTE: EX Series switches only support the virtual-router instance type.

2. Bind each routing instance to the corresponding physical interfaces:

[edit routing-instances]
user@switch# set routing-instance-name interface
interface-name.logical-unit-number

3. Create the logical interfaces that are bound to the routing instance.

To create a logical interface with an IPv4 address:

[edit interfaces]
user@switch# set interface-name unit logical-unit-number family inet
address ip-address

To create a logical interface with an IPv6 address:

[edit interfaces]
user@switch# set interface-name unit logical-unit-number family inet6
address ipv6–address
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NOTE: Do not create a logical interface using the family ethernet-switching option in
this step. Binding an interface using the family ethernet-switching option to a routing
instance can cause the interface to shutdown.

4. Enable VLAN tagging on each physical interface that was bound to the routing
instance:

[edit interfaces]
user@switch# set interface-name vlan-tagging

Related Topics Example: Using Virtual Routing Instances to Route Among VLANs on EX Series
Switches

■

■ Verifying That Virtual Routing Instances Are Working

■ Understanding Virtual Routing Instances on EX Series Switches

Published: 2009-11-04
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Understanding Unicast RPF for EX Series Switches

Unicast reverse-path forwarding (RPF) helps protect the switch against denial-of-service
(DoS) and distributed denial-of-service (DDoS) attacks by verifying the unicast source
address of each packet that arrives on an ingress interface where unicast RPF is
enabled. It also helps ensure that traffic arriving on ingress interfaces comes from a
network source that the receiving interface can reach.

When you enable unicast RPF, the switch forwards a packet only if the receiving
interface is the best return path to the packet's unicast source address. This is known
as strict mode unicast RPF.

NOTE: On Juniper Networks EX3200 and EX4200 Ethernet switches, the switch
applies unicast RPF globally to all interfaces when unicast RPF is configured on any
interface. For additional information, see “Limitations of the Unicast RPF
Implementation on EX3200 and EX4200 Switches” on page 4.

This topic covers:

■ Unicast RPF for EX Series Switches Overview on page 1

■ Unicast RPF Implementation for EX Series Switches on page 2

■ When to Enable Unicast RPF on page 2

■ When Not to Enable Unicast RPF on page 3

■ Limitations of the Unicast RPF Implementation on EX3200 and EX4200
Switches on page 4

Unicast RPF for EX Series Switches Overview

Unicast RPF functions as an ingress filter that reduces the forwarding of IP packets
that might be spoofing an address. By default, unicast RPF is disabled on the switch
interfaces.

The type of unicast RPF provided on the switches—that is, strict mode unicast RPF
is especially useful on untrusted interfaces. An untrusted interface is an interface
where untrusted users or processes can place packets on the network segment.

The switch supports only the active paths method of determining the best return
path back to a unicast source address. The active paths method looks up the best
reverse path entry in the forwarding table. It does not consider alternate routes
specified using routing-protocol-specific methods when determining the best return
path.

If the forwarding table lists the receiving interface as the interface to use to forward
the packet back to its unicast source, it is the best return path interface. Strict mode
unicast RPF recognizes only one best return path to a unicast source address.

Understanding Unicast RPF for EX Series Switches ■ 1



Use strict mode unicast RPF only on symmetrically routed interfaces. (For information
about symmetrically routed interfaces, see “When to Enable Unicast RPF” on page
2.)

For more information about strict unicast RPF, see RFC 3704, Ingress Filtering for
Multihomed Networks at http://www.ietf.org/rfc/rfc3704.txt.

Unicast RPF Implementation for EX Series Switches

This section includes:

■ Unicast RPF Packet Filtering on page 2

■ Bootstrap Protocol (BOOTP) and DHCP Requests on page 2

■ Default Route Handling on page 2

Unicast RPF Packet Filtering

When you enable unicast RPF on the switch, the switch handles traffic in the following
manner:

■ If the switch receives a packet on the interface that is the best return path to the
unicast source address of that packet, the switch forwards the packet.

■ If the best return path from the switch to the packet's unicast source address is
not the receiving interface, the switch discards the packet.

■ If the switch receives a packet that has a source IP address that does not have
a routing entry in the forwarding table, the switch discards the packet.

Bootstrap Protocol (BOOTP) and DHCP Requests

Bootstrap protocol and DHCP request packets are sent with a broadcast MAC address
and therefore the switch does not perform unicast RPF checks on them. The switch
forwards all BOOTP packets and DHCP request packets without performing unicast
RPF checks.

Default Route Handling

If the best return path to the source is the default route (0.0.0.0) and the default route
points to reject, the switch discards all unicast RPF packets. If the default route points
to a valid network interface, the switch performs a normal unicast RPF check on the
packets.

When to Enable Unicast RPF

Enable unicast RPF when you want to ensure that traffic arriving on a network
interface comes from a source that resides on a network that that interface can reach.
You can enable unicast RPF on untrusted interfaces to filter spoofed packets. For
example, a common application for unicast RPF is to help defend an enterprise
network from DoS/DDoS attacks coming from the Internet.
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Enable unicast RPF only on symmetrically routed interfaces. A symmetrically routed
interface uses the same route in both directions between the source and the
destination, as shown in Figure 1. Symmetrical routing means that if an interface
receives a packet, the switch uses the same interface to send a reply to the packet
source (the receiving interface matches the forwarding-table entry for the best return
path to the source).

Figure 1: Symmetrically Routed Interfaces

Enabling unicast RPF on asymmetrically routed interfaces (where different interfaces
receive a packet and reply to its source) results in packets from legitimate sources
being filtered (discarded) because the best return path is not the same interface that
received the packet.

The following switch interfaces are most likely to be symmetrically routed and thus
are candidates for unicast RPF enabling:

■ The service provider edge to a customer

■ The customer edge to a service provider

■ A single access point out of the network (usually on the network perimeter)

■ A terminal network that has only one link

NOTE: Because unicast RPF is enabled globally on EX3200 and EX4200 switches,
ensure that all interfaces are symmetrically routed before you enable unicast RPF
on those switches. Enabling unicast RPF on asymmetrically routed interfaces results
in packets from legitimate sources being filtered.

TIP: Enabling unicast RPF as close as possible to the traffic source stops spoofed
traffic before it can proliferate or reach interfaces that do not have unicast RPF
enabled.

When Not to Enable Unicast RPF

Typically, you will not enable unicast RPF if:

■ Switch interfaces are multihomed.

■ Switch interfaces are trusted interfaces.

Understanding Unicast RPF for EX Series Switches ■ 3



■ BGP is carrying prefixes and some of those prefixes are not advertised or are
not accepted by the ISP under its policy. (The effect in this case is the same as
filtering an interface by using an incomplete access list.)

■ Switch interfaces face the network core. Core-facing interfaces are usually
asymmetrically routed.

An asymmetrically routed interface uses different paths to send and receive packets
between the source and the destination, as shown in Figure 2. This means that if an
interface receives a packet, that interface does not match the forwarding table entry
as the best return path back to the source. If the receiving interface is not the best
return path to the source of a packet, unicast RPF causes the switch to discard the
packet even though it comes from a valid source.

Figure 2: Asymmetrically Routed Interfaces

NOTE: Do not enable unicast RPF on EX3200 and EX4200 switches if any switch
interfaces are asymmetrically routed because unicast RPF is enabled globally on all
interfaces of those switch platforms. All switch interfaces must be symmetrically
routed for you to enable unicast RPF without the risk of the switch's discarding traffic
that you want to forward.

Limitations of the Unicast RPF Implementation on EX3200 and EX4200 Switches

On EX3200 and EX4200 switches, the switch implements unicast RPF on a global
basis. Unicast RPF is globally disabled by default. You cannot enable unicast RPF on
a per-interface basis.

■ When you enable unicast RPF on any interface, it is automatically enabled on
all switch interfaces, including link aggregation groups (LAGs) and routed VLAN
interfaces (RVIs).

■ When you disable unicast RPF on the interface (or interfaces) on which you
enabled unicast RPF, it is automatically disabled on all switch interfaces.

NOTE: You must explicitly disable unicast RPF on every interface on which it was
explicitly enabled or unicast RPF remains enabled on all switch interfaces.

The EX3200 and EX4200 switches do not perform unicast RPF filtering on equal-cost
multipath (ECMP) traffic. The unicast RPF check examines only one best return path
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to the packet source, but ECMP traffic employs an address block consisting of multiple
paths.

Using unicast RPF to filter ECMP traffic on EX3200 and EX4200 switches can result
in the switch's discarding packets that you want to forward because the unicast RPF
filter does not examine the entire ECMP address block.

Related Topics Example: Configuring Unicast RPF on an EX Series Switch■

■ Configuring Unicast RPF (CLI Procedure)

■ Disabling Unicast RPF (CLI Procedure)

Published: 2009-11-03
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Example: Configuring Unicast RPF on an EX Series Switch

Unicast reverse-path forwarding (RPF) helps protect the switch against denial-of-service
(DoS) and distributed denial-of-service (DDoS) attacks by verifying the unicast source
address of each packet that arrives on an ingress interface where unicast RPF is
enabled.

This example shows how to help defend the switch ingress interfaces against
denial-of-service (DoS) and distributed denial-of-service (DDoS) attacks by configuring
unicast reverse-path forwarding (RPF) on a customer-edge interface to filter incoming
traffic:

■ Requirements on page 1

■ Overview and Topology on page 1

■ Configuration on page 2

■ Verification on page 3

Requirements

This example uses the following software and hardware components:

■ JUNOS Release 10.1 or later for EX Series switches

■ Two EX8200 switches

Before you begin, be sure you have:

■ Connected the two switches by symmetrically routed interfaces.

■ Ensured that the interface on which you will configure unicast RPF is
symmetrically routed.

Overview and Topology

Large amounts of unauthorized traffic such as attempts to flood a network with fake
(bogus) service requests in a denial-of-service (DoS) attack can consume network
resources and deny service to legitimate users. One way to help prevent DoS and
distributed denial-of-service (DDoS) attacks is to verify that incoming traffic originates
from legitimate network sources.

Unicast RPF helps ensure that a traffic source is legitimate (authorized) by comparing
the source address of each packet that arrives on an interface to the forwarding-table
entry for its source address. If the switch uses the same interface that the packet
arrived on to reply to the packet's source, this verifies that the packet originated
from an authorized source, and the switch forwards the packet. If the switch does
not use the same interface that the packet arrived on to reply to the packet's source,
the packet might have originated from an unauthorized source, and the switch
discards the packet.

This example uses two EX8200 switches. On EX3200 and EX4200 switches, you
cannot configure individual interfaces for unicast RPF. On EX3200 and EX4200
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switches, the switch applies unicast RPF globally to all interfaces on the switch. See
Understanding Unicast RPF for EX Series Switches for more information on limitations
regarding the configuration of unicast RPF on EX3200 and EX4200 switches.

In this example, an enterprise network's system administrator wants to protect
Switch A against potential DoS and DDoS attacks from the Internet. The administrator
configures unicast RPF on interface ge-1/0/10 on Switch A. Packets arriving on
interface ge-1/0/10 on Switch A from the Switch B source also use incoming interface
ge-1/0/10 as the best return path to send packets back to the source.

The topology of this configuration example uses two EX8200 switches, Switch A and
Switch B, connected by symmetrically routed interfaces:

■ Switch A is on the edge of an enterprise network. The interface ge-1/0/10 on
Switch A connects to the interface ge-1/0/5 on Switch B.

■ Switch B is on the edge of the service provider network that connects the
enterprise network to the Internet.

Configuration

To enable unicast RPF, perform these tasks:

CLI Quick Configuration To quickly configure unicast RPF on a Switch A, copy the following command and
paste it into the switch terminal window:

[edit interfaces]
set ge-1/0/10 unit 0 family inet rpf-check

Step-by-Step Procedure To configure unicast RPF on Switch A:

1. Enable unicast RPF on interface ge-1/0/10:

[edit interfaces]
user@switch# set ge-1/0/10 unit 0 family inet rpf-check

Results Check the results:

[edit interfaces]
user@switch# show
ge-1/0/10 {

unit 0 {
family inet {

rpf-check;
}

}
}
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Verification

To confirm that the configuration is correct, perform these tasks:

■ Verifying That Unicast RPF Is Enabled on the Switch on page 3

Verifying That Unicast RPF Is Enabled on the Switch

Purpose Verify that unicast RPF is enabled.

Action Verify that unicast RPF is enabled on interface ge-1/0/10 by using the show interfaces
ge-1/0/10 extensive or show interfaces ge-1/0/10 detail command.

user@switch> show interfaces ge-1/0/10 extensive
Physical interface: ge-1/0/10, Enabled, Physical link is Down
  Interface index: 139, SNMP ifIndex: 58, Generation: 140
  Link-level type: Ethernet, MTU: 1514, Speed: Auto, MAC-REWRITE Error: None,
  Loopback: Disabled, Source filtering: Disabled, Flow control: Enabled,
  Auto-negotiation: Enabled, Remote fault: Online
  Device flags   : Present Running
  Interface flags: Hardware-Down SNMP-Traps Internal: 0x0
  Link flags     : None
  CoS queues     : 8 supported, 8 maximum usable queues
  Hold-times     : Up 0 ms, Down 0 ms
  Current address: 00:19:e2:50:95:ab, Hardware address: 00:19:e2:50:95:ab
  Last flapped   : Never
  Statistics last cleared: Never
  Traffic statistics:
   Input  bytes  :                    0                    0 bps
   Output bytes  :                    0                    0 bps
   Input  packets:                    0                    0 pps
   Output packets:                    0                    0 pps
   IPv6 transit statistics:
    Input  bytes  :                   0
    Output bytes  :                   0
    Input  packets:                   0
    Output packets:                   0
  Input errors:
    Errors: 0, Drops: 0, Framing errors: 0, Runts: 0, Policed discards: 0,
    L3 incompletes: 0, L2 channel errors: 0, L2 mismatch timeouts: 0,
    FIFO errors: 0, Resource errors: 0
  Output errors:
    Carrier transitions: 0, Errors: 0, Drops: 0, Collisions: 0, Aged packets: 0,

    FIFO errors: 0, HS link CRC errors: 0, MTU errors: 0, Resource errors: 0
  Egress queues: 8 supported, 4 in use
  Queue counters:       Queued packets  Transmitted packets      Dropped packets

    0 best-effort                    0                    0                    0

    1 assured-forw                   0                    0                    0

    5 expedited-fo                   0                    0                    0

    7 network-cont                   0                    0                    0

  Active alarms  : LINK
  Active defects : LINK
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  MAC statistics:                      Receive         Transmit
    Total octets                             0                0
    Total packets                            0                0
    Unicast packets                          0                0
    Broadcast packets                        0                0
    Multicast packets                        0                0
    CRC/Align errors                         0                0
    FIFO errors                              0                0
    MAC control frames                       0                0
    MAC pause frames                         0                0
    Oversized frames                         0
    Jabber frames                            0
    Fragment frames                          0
    VLAN tagged frames                       0
    Code violations                          0
  Filter statistics:
    Input packet count                       0
    Input packet rejects                     0
    Input DA rejects                         0
    Input SA rejects                         0
    Output packet count                                       0
    Output packet pad count                                   0
    Output packet error count                                 0
    CAM destination filters: 0, CAM source filters: 0
  Autonegotiation information:
    Negotiation status: Incomplete
  Packet Forwarding Engine configuration:
    Destination slot: 1

  Logical interface ge-1/0/10.0 (Index 69) (SNMP ifIndex 59) (Generation 135)
    Flags: Device-Down SNMP-Traps 0x0 Encapsulation: ENET2
    Traffic statistics:
     Input  bytes  :                    0
     Output bytes  :                    0
     Input  packets:                    0
     Output packets:                    0
     IPv6 transit statistics:
      Input  bytes  :                   0
      Output bytes  :                   0
      Input  packets:                   0
      Output packets:                   0
    Local statistics:
     Input  bytes  :                    0
     Output bytes  :                    0
     Input  packets:                    0
     Output packets:                    0
    Transit statistics:
     Input  bytes  :                    0                    0 bps
     Output bytes  :                    0                    0 bps
     Input  packets:                    0                    0 pps
     Output packets:                    0                    0 pps
     IPv6 transit statistics:
      Input  bytes  :                   0
      Output bytes  :                   0
      Input  packets:                   0
      Output packets:                   0
        Protocol inet, Generation: 144, Route table: 0

Flags: uRPF
      Addresses, Flags: Is-Preferred Is-Primary 
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Meaning The second-to-last line of the display shows the unicast RPF flag enabled, confirming
that unicast RPF is enabled on interface ge-1/0/10.

Related Topics Configuring Unicast RPF (CLI Procedure)■

■ Disabling Unicast RPF (CLI Procedure)

Published: 2009-11-04
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Configuring Unicast RPF (CLI Procedure)

Unicast reverse-path forwarding (RPF) can help protect your LAN from
denial-of-service (DoS) and distributed denial-of-service (DDoS) attacks on untrusted
interfaces. Enabling unicast RPF on the switch interfaces filters traffic with source
addresses that do not use the incoming interface as the best return path back to the
source. When a packet comes into an interface, if that interface is not the best return
path to the source, the switch discards the packet. If the incoming interface is the
best return path to the source, the switch forwards the packet.

NOTE: On EX3200 and EX4200 switches, you can only enable unicast RPF globally,
on all switch interfaces. You cannot enable unicast RPF on a per-interface basis.

Before you begin:

■ On an EX8200 switch, ensure that the selected switch interface is symmetrically
routed before you enable unicast RPF. A symmetrically routed interface is an
interface that uses the same route in both directions between the source and
the destination. Do not enable unicast RPF on asymmetrically routed interfaces.
An asymmetrically routed interface uses different paths to send and receive
packets between the source and the destination.

■ On an EX3200 or EX4200 switch, ensure that all switch interfaces are
symmetrically routed before you enable unicast RPF on an interface. When you
enable unicast RPF on any interface, it is enabled globally on all switch interfaces.
Do not enable unicast RPF on asymmetrically routed interfaces. An
asymmetrically routed interface uses different paths to send and receive packets
between the source and the destination.

To enable unicast RPF, configure it explicitly on a selected customer-edge interface:

[edit interfaces]
user@switch# set ge-1/0/10 unit 0 family inet rpf-check

BEST PRACTICE: On EX3200 and EX4200 switches, unicast RPF is enabled globally
on all switch interfaces, regardless of whether you configure it explicitly on only one
interface or only on some interfaces.

On EX3200 and EX4200 switches, we recommend that you enable unicast RPF
explicitly on either all interfaces or only one interface. To avoid possible confusion,
do not enable it on only some interfaces:

■ Enabling unicast RPF explicitly on only one interface makes it easier if you choose
to disable it in the future because you must explicitly disable unicast RPF on
every interface on which you explicitly enabled it. If you explicitly enable unicast
RPF on two interfaces and you disable it on only one interface, unicast RPF is
still implicitly enabled globally on the switch. The drawback to this approach is
that the switch displays the flag that indicates that unicast RPF is enabled only
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on interfaces on which unicast RPF is explicitly enabled, so even though unicast
RPF is enabled on all interfaces, its status is not displayed.

■ Enabling unicast RPF explicitly on all interfaces makes it easier to know if unicast
RPF is enabled on the switch because every interface shows the correct status.
(Only interfaces on which you explicitly enable unicast RPF display the flag that
indicates that unicast RPF is enabled.) The drawback to this approach is that if
you want to disable unicast RPF, you must explicitly disable it on every interface.
If unicast RPF is enabled on any interface, it is implicitly enabled on all interfaces.

Related Topics ■ Example: Configuring Unicast RPF on an EX Series Switch

■ Verifying Unicast RPF Status

■ Disabling Unicast RPF (CLI Procedure)

■ Troubleshooting Unicast RPF

■ Understanding Unicast RPF for EX Series Switches

Published: 2009-11-03
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Disabling Unicast RPF (CLI Procedure)

Unicast reverse-path forwarding (RPF) can help protect your LAN from
denial-of-service (DoS) and distributed denial-of-service (DDoS) attacks on untrusted
interfaces. Unicast RPF filters traffic with source addresses that do not use the
incoming interface as the best return path back to the source. If the network
configuration changes so that an interface that has unicast RPF enabled becomes a
trusted interface or becomes asymmetrically routed (the interface that receives a
packet is not the best return path to the packet’s source), disable unicast RPF.

To disable unicast RPF on an EX3200 or EX4200 switch, you must delete it from
every interface on which you explicitly configured it. If you do not disable unicast
RPF on every interface on which you explicitly enabled it, it remains implicitly enabled
on all interfaces. If you attempt to delete unicast RPF from an interface on which it
was not explicitly enabled, the message waning: statement not found displays. If you
do not disable unicast RPF on every interface on which you explicitly enabled it,
unicast RPF remains implicitly enabled on all interfaces of the EX3200 or EX4200
switch.

On EX8200, the switch does not apply unicast RPF to an interface unless you explicity
enable that interface for unicast RPF.

To disable unicast RPF, delete its configuration from the interface:

[edit interfaces]
user@switch# delete ge-1/0/10 unit 0 family inet rpf-check

NOTE: On EX3200 and EX4200 switches, if you do not disable unicast RPF on every
interface on which you explicitly enabled it, unicast RPF remains implicitly enabled
on all interfaces.

Related Topics ■ Example: Configuring Unicast RPF on an EX Series Switch

■ Verifying Unicast RPF Status

■ Configuring Unicast RPF (CLI Procedure)

■ Understanding Unicast RPF for EX Series Switches

Published: 2009-11-04
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Verifying Unicast RPF Status

Purpose Verify that unicast reverse-path forwarding (RPF) is enabled and is working on the
interface.

Action Use one of the show interfaces interface-name commands with either the extensive
or detail options to verify that unicast RPF is enabled and working on the switch.
The example below displays output from the show interfaces ge- extensive command.

user@switch> show interfaces ge-1/0/10 extensive
Physical interface: ge-1/0/10, Enabled, Physical link is Down
  Interface index: 139, SNMP ifIndex: 58, Generation: 140
  Link-level type: Ethernet, MTU: 1514, Speed: Auto, MAC-REWRITE Error: None,
  Loopback: Disabled, Source filtering: Disabled, Flow control: Enabled,
  Auto-negotiation: Enabled, Remote fault: Online
  Device flags   : Present Running
  Interface flags: Hardware-Down SNMP-Traps Internal: 0x0
  Link flags     : None
  CoS queues     : 8 supported, 8 maximum usable queues
  Hold-times     : Up 0 ms, Down 0 ms
  Current address: 00:19:e2:50:95:ab, Hardware address: 00:19:e2:50:95:ab
  Last flapped   : Never
  Statistics last cleared: Never
  Traffic statistics:
   Input  bytes  :                    0                    0 bps
   Output bytes  :                    0                    0 bps
   Input  packets:                    0                    0 pps
   Output packets:                    0                    0 pps
   IPv6 transit statistics:
    Input  bytes  :                   0
    Output bytes  :                   0
    Input  packets:                   0
    Output packets:                   0
  Input errors:
    Errors: 0, Drops: 0, Framing errors: 0, Runts: 0, Policed discards: 0,
    L3 incompletes: 0, L2 channel errors: 0, L2 mismatch timeouts: 0,
    FIFO errors: 0, Resource errors: 0
  Output errors:
    Carrier transitions: 0, Errors: 0, Drops: 0, Collisions: 0, Aged packets: 0,

    FIFO errors: 0, HS link CRC errors: 0, MTU errors: 0, Resource errors: 0
  Egress queues: 8 supported, 4 in use
  Queue counters:       Queued packets  Transmitted packets      Dropped packets

    0 best-effort                    0                    0                    0

    1 assured-forw                   0                    0                    0

    5 expedited-fo                   0                    0                    0

    7 network-cont                   0                    0                    0

  Active alarms  : LINK
  Active defects : LINK
  MAC statistics:                      Receive         Transmit
    Total octets                             0                0
    Total packets                            0                0
    Unicast packets                          0                0
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    Broadcast packets                        0                0
    Multicast packets                        0                0
    CRC/Align errors                         0                0
    FIFO errors                              0                0
    MAC control frames                       0                0
    MAC pause frames                         0                0
    Oversized frames                         0
    Jabber frames                            0
    Fragment frames                          0
    VLAN tagged frames                       0
    Code violations                          0
  Filter statistics:
    Input packet count                       0
    Input packet rejects                     0
    Input DA rejects                         0
    Input SA rejects                         0
    Output packet count                                       0
    Output packet pad count                                   0
    Output packet error count                                 0
    CAM destination filters: 0, CAM source filters: 0
  Autonegotiation information:
    Negotiation status: Incomplete
  Packet Forwarding Engine configuration:
    Destination slot: 1

  Logical interface ge-1/0/10.0 (Index 69) (SNMP ifIndex 59) (Generation 135)
    Flags: Device-Down SNMP-Traps 0x0 Encapsulation: ENET2
    Traffic statistics:
     Input  bytes  :                    0
     Output bytes  :                    0
     Input  packets:                    0
     Output packets:                    0
     IPv6 transit statistics:
      Input  bytes  :                   0
      Output bytes  :                   0
      Input  packets:                   0
      Output packets:                   0
    Local statistics:
     Input  bytes  :                    0
     Output bytes  :                    0
     Input  packets:                    0
     Output packets:                    0
    Transit statistics:
     Input  bytes  :                    0                    0 bps
     Output bytes  :                    0                    0 bps
     Input  packets:                    0                    0 pps
     Output packets:                    0                    0 pps
     IPv6 transit statistics:
      Input  bytes  :                   0
      Output bytes  :                   0
      Input  packets:                   0
      Output packets:                   0
        Protocol inet, Generation: 144, Route table: 0

Flags: uRPF
      Addresses, Flags: Is-Preferred Is-Primary 

Meaning The show interfaces ge-1/0/10 extensive command (and the show interfaces ge-1/0/10
detail command) displays in-depth information about the interface. The Flags: output
field near the bottom of the display reports the unicast RPF status. If unicast RPF
has not been enabled, the uRPF flag is not displayed.
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On EX3200 and EX4200 switches, unicast RPF is implicitly enabled on all switch
interfaces including aggregated Ethernet interfaces (also referred to as link aggregation
groups or LAGs) and routed VLAN interfaces (RVIs) when you enable unicast RPF on
a single interface. However, the unicast RPF status is shown as enabled only on
interfaces for which you have explicitly configured unicast RPF. Thus, the uRPF flag
is not displayed on interfaces for which you have not explicitly configured unicast
RPF even though unicast RPF is implicitly enabled on all interfaces on EX3200 and
EX4200 switches.

Related Topics ■ show interfaces xe-

■ Example: Configuring Unicast RPF on an EX Series Switch

■ Configuring Unicast RPF (CLI Procedure)

■ Disabling Unicast RPF (CLI Procedure)

■ Troubleshooting Unicast RPF

Published: 2009-11-04
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Troubleshooting Unicast RPF

Troubleshooting issues for unicast reverse-path forwarding (RPF) on EX Series switches
include:

1. Legitimate Packets Are Discarded on page 1

Legitimate Packets Are Discarded
Problem The switch filters valid packets from legitimate sources, which results in the switch's

discarding packets that should be forwarded.

Solution The interface or interfaces on which legitimate packets are discarded are
asymmetrically routed interfaces. An asymmetrically routed interface uses different
paths to send and receive packets between the source and the destination, so the
interface that receives a packet is not the same interface the switch uses to reply to
the packet's source.

Unicast RPF works properly only on symmetrically routed interfaces. A symmetrically
routed interface is an interface that uses the same route in both directions between
the source and the destination. Unicast RPF filters packets by checking the forwarding
table for the best return path to the source of an incoming packet. If the best return
path uses the same interface as the interface that received the packet, the switch
forwards the packet. If the best return path uses a different interface than the interface
that received the packet, the switch discards the packet.

NOTE: On EX 3200 and EX 4200 switches, unicast RPF only works properly if all
switch interfaces—including aggregated Ethernet interfaces (also referred to as link
aggregation groups or LAGs) and routed VLAN interfaces (RVIs)—are symmetrically
routed, because unicast RPF is enabled globally on all switch interfaces.

Related Topics Verifying Unicast RPF Status■

■ Understanding Unicast RPF for EX Series Switches

Published: 2009-11-04
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rpf-check

Syntax rpf-check;

Hierarchy Level [edit interfaces interface-name unit logical-unit-number family inet]

Release Information Statement introduced in JUNOS Release 9.3 for EX Series switches.

Description On EX3200 and EX4200 switches, enable a reverse-path forwarding (RPF) check on
unicast traffic (except ECMP packets) on all ingress interfaces.

On EX8200 switches, enable an RPF check on unicast traffic, including ECMP packets,
on the selected ingress interface.

Default Unicast RPF is disabled on all interfaces.

Required Privilege Level interface—To view this statement in the configuration.
interface-control—To add this statement to the configuration.

Related Topics ■ Example: Configuring Unicast RPF on an EX Series Switch

■ Configuring Unicast RPF (CLI Procedure)

■ Disabling Unicast RPF (CLI Procedure)

■ Understanding Unicast RPF for EX Series Switches
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